29th AIAA Applied Aerodynamics Conference, June 27–30, Honolulu, Hawaii

Extensible Rapid Transition Prediction
for Aircraft Conceptual Design
Dev Rajnarayan∗

Peter Sturdza†

Desktop Aeronautics, Inc., Palo Alto, CA, 94303, USA
Increasing interest in natural laminar-flow technology has created a need for improved
techniques for predicting instability growth and transition for aircraft. At the conceptualdesign stage, there is a need for rapid and reliable methods that facilitate exploration of a
large number of designs. While it is believed that linear stability theory in conjunction with
the en criterion provides adequate accuracy for conceptual design, existing linear stability
codes are too slow to be used so early in the design process, often requiring significant
user interaction and human-in-the-loop iteration to yield reasonable results. In this paper, we present an improved methodology for rapid and robust transition prediction. The
technique uses a database of linear stability results on representative boundary layers, and
constructs a machine-learning fit to those results. Unlike many fit-based transition prediction methods, we do not attempt to model the behavior of n-factor envelopes. Rather, we
closely mimic the procedure followed in linear stability computations by modeling the local
growth rate of individual modes as a function temporal frequency, spatial wave number,
and several boundary-layer parameters. This enables us to reproduce sophisticated n-factor
behavior that previous techniques could not. While there have been other techniques that
use databases, they have generally been restricted to incompressible flows and provide no
way of extending their applicability or improving their accuracy. Our methodology is far
less restrictive and is easily extended to specific applications by adding relevant data based
on flow conditions and aircraft geometries of interest.

I.

Introduction

Rising fuel costs and greater sensitivity to the impact of emissions on the global atmosphere increase the
importance of fuel efficiency for future transport aircraft.1 Fuel consumption can be reduced by decreasing
airframe weight or drag, improving the efficiency of the engines, and eliminating waste in the aircraft mission.
An excellent overview of the physical phenomena associated with reduced fuel burn is given by Green.2 He
also makes the case that while the last 50 years of jet engine developments have made great strides in
improving efficiency, we are currently approaching fundamental limits dictated by the laws of physics. This
means that future improvements in engine efficiency will become increasingly more difficult to obtain. In
other words, we cannot continue to count on the engine manufacturers to be able to save the day; there is a
compelling need to explore other avenues.
One of the technologies that appears promising for reducing fuel consumption is the design of aircraft
that have extensive laminar flow. As noted by Green, interest in laminar flow has historically fluctuated with
the price of fuel. At the present time, not only are oil prices high, but there is an unprecedented concern
about the impact of air travel on the world’s climate.
A recent study exploring the trade between operating cost and climate impact for single-aisle commercial
airliners illustrates the importance of laminar flow for both.3 Figure 1, reproduced from the study, shows
the impact of various future technologies on operating cost and on atmospheric temperature response —
a measure of climate impact — relative to a baseline airplane designed with today’s technologies. Each
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curve is a Pareto-optimal set of aircraft designs, each weighing the relative importance of operating cost and
climate impact differently. The study shows that natural laminar flow brings benefits to fuel savings, cost,
and the climate that are similar in magnitude to those offered by advanced engine technologies. Moreover,
the benefits are essentially additive.
These research efforts indicate a renewed interest in laminar flow (again). While there are many reasons why laminar flow has not yet flourished in the aerospace industry, one large problem has been the
inaccessibility of transition-prediction tools for airplane designers. Even as the physics of transition and
various transition phenomena are increasingly understood, as the manufacturing tolerances and surfacefinish requirements become known, and as operational issues such as insect contamination are addressed,
the best use of laminar flow still cannot be achieved without suitable design tools. This problem can be
overcome for low-speed aircraft design, where the wing sweep is small and aspect ratios are large. Using
existing techniques in conjunction with 2-D methods should suffice in these circumstances. For transonic
and supersonic aircraft, however, there is a strong need for improved techniques for predicting instability
growth and transition during airplane design.
At the conceptual-design stage, it is necessary to have rapid and reliable methods that facilitate exploration of a large number of designs. Typically, designers forgo a physics-based transition prediction scheme
because there are very few available. Instead, they use over-simplified criteria such as a correlation of laminar extent with wing sweep based on various wind-tunnel and flight experiments. An example is shown in
Figure 2. Such an approach is very restrictive and leads to poor designs which do not take full advantage of
the complex tradeoffs between disciplines required for a good laminar-flow design.
A recent investigation of the conceptual design process concluded that considerable flow-physics modeling
is necessary in order to properly account for the trades and compromises that laminar-flow wings require.6
In that study, the pressure distribution over the wing was itself parameterized, and these parameters were
incorporated as design variables. This is necessary due to the close coupling between airfoil design for long
runs of laminar flow and airfoil design for good transonic performance. Of course, wing sweep also plays a
part and it is also a compromise between laminar flow and transonic drag. Section pressure distributions also
dictate wing thicknesses and therefore the trade between aerodynamics and structures. The study showed
that not only is physics-based transition prediction important, but that the conceptual design methodology
itself needs to be reinvented to navigate the tradeoffs and arrive at the most interesting and efficient aircraft
designs.
Figure 3 shows a result from the study. The laminar-flow designs are shown to perform best at very small
wing sweep angles. This is because the transition prediction methodology used in the study was primitive,
and probably over-predicted the growth of crossflow instabilities around the wing leading edge. A more
accurate transition model should be able to obtain similar laminar-flow extents at larger wing-sweep angles
and thereby achieve higher cruise speeds.
This paper focuses on providing a rapid and robust analysis for the prediction of natural-laminar-flow extent on wings in transonic and supersonic flow. The approach is meant to be integrated with a boundary-layer
or Navier-Stokes solver to compute transition on the fly. Our implementation can be used as a stand-alone
tool to compute laminar instability growth, or integrated within the sweep/taper boundary layer in the
Euler/boundary-layer viscous-inviscid solver Cart3D-IBL.7 By using the Cart3D solver, with its essentially
automatic gridding capabilities, solutions with transition can be obtained easily, without user intervention
even when making large changes to the geometry. This enables trade studies and numerical shape optimization with high-fidelity aerodynamics solutions that include physics-based transition prediction.
Although the emphasis in the present work is on natural laminar flows over wings, the same basic scheme
can be used to compute the flow over fuselages and nacelles, as well as to predict hybrid laminar flow extent.
A physics-based, optimizer-friendly transition prediction scheme is perhaps even more important for active
laminar flow control applications where the suction system could easily consume the advantages of laminar
flow if over-designed.

II.

Background

For flight below about Mach 3, there are four basic types of instabilities that cause transition on surfaces
designed for extensive laminar flow. These are Tollmien-Schlichting waves, Görtler vortices, attachmentline instabilities and crossflow vortices. We will focus on Tollmien-Schlichting and stationary crossflow

3 of 15
American Institute of Aeronautics and Astronautics Paper 2011-3813

- input

Steady Viscous
Flow Solution

- computation
- output

f1, λ1

α1

f2, λ2

α2

⁝

⁝

fk, λk

αk

Frequency,
Wave Number

Eigenvalue
Analysis

∫
∫

∫

Growth
Rate

n1
n2

n-factor
Envelope

nk
nfactor

Figure 4. Overview of linear stability computations.

- input (modified)

Boundary Layer
Parameters

- fit
- output

f1, λ1

α1

f2, λ2

α2

⁝

⁝

fk, λk

αk

Frequency,
Wave Number

Growth
Rate

∫
∫

∫

n1
n2

n-factor
Envelope

nk
nfactor

Parametric Fit
Figure 5. Typical envelope modeling techniques.

- input (modified)

Boundary Layer
Parameters

- fit
- output

f1, λ1

α1

f2, λ2

α2

⁝

⁝

fk, λk

αk

Frequency,
Wave Number

Data Fit

∫
∫

∫

Growth
Rate

n1
n2

n-factor
Envelope

nk
nfactor

Figure 6. Present fitting methodology.

4 of 15
American Institute of Aeronautics and Astronautics Paper 2011-3813

instabilities. The attachment-line problem can be reasonably well approximated using a simple criterion
such as the Poll/Pfenninger method.8 Görtler vortices can probably be handled by a scheme similar to the
one presented here, but are neglected for now. The reason is that they are only important on concave surfaces
which typically occur on the aft lower surface of wings where the flow will likely already be turbulent. In
any case, the effect on total aircraft drag due to turbulent skin friction in that area is quite small.2
There are several ways to compute these laminar-flow instabilities, but on full-scale aircraft, the most
commonly used is linear stability theory. A more advanced method, solving the parabolized stability equations, is known to be more accurate, particularly for crossflow instabilities, but is considerably more involved
and computationally expensive compared to linear stability methods. For the moment, we consider linear
stability theory to be sufficient for representing the basic tradeoffs necessary at the early stages of aircraft
design. It is, for certain, a significant step up from the statistical methods commonly used today.
Existing linear stability codes, however, lack the speed and robustness required for conceptual design.
In addition to the computation time, they usually also require significant human-in-the-loop iteration by an
experienced user to generate good results. Nevertheless, once this effort has been invested, it is advantageous
to make good use of the results. Given growth rates for several boundary layers, we should be able to predict
growth rates at least for other similar boundary layers without having to again perform computationally
expensive and time-intensive linear-stability computations. This is the motivation for the present approach,
which constructs a fit to a database of linear-stability results.
We first present a brief overview of linear stability computations. Instabilities are modeled using quasiparallel Linear Stability Theory (LST), and transition is predicted using the en criterion. In LST, instabilities
are described as spatial-temporal waves that are amplified or attenuated as the boundary layer evolves aft
of flow attachment. Each wave, or mode, is characterized by a temporal frequency and a spatial wave
number. Given these two quantities, LST calculations require steady-state local velocity and temperature
(or density) profiles to compute a streamwise wavelength and a local streamwise amplification factor. These
two quantities constitute a complex-valued eigenvalue determining the growth of instabilities. The growth
rates for individual modes are integrated to produce an n-factor, with transition being predicted when this
n-factor exceeds a critical value, typically determined empirically. A detailed review of linear stability theory
can be found in the reports by Mack9 and Arnal.10 The procedure is depicted in Figure 4. In this work, we
use NASA Langley’s LASTRAC11 software for linear-stability calculations.
Due to the complexity of solving the stability equations, simplified transition methods are abundant.
There are two classes of these methods. The first are correlation-based models such as the simple and
widely used Michel’s algebraic criterion for two-dimensional flows that is based on momentum thickness
and running length Reynolds numbers.12 There are also much more elaborate correlation-based models
such as Warren and Hassan’s two-equation model.13 It tracks the transport of laminar fluctuation kinetic
energy and enstrophy in a manner similar to turbulence modeling. A more recent and popular model of
this type is the one due to Langtry and Menter.14 It is another two-equation model, this time tracking the
transport of turbulent intermittency and critical momentum thickness Reynolds number. These transportequation-based models have the advantage of being applicable to arbitrary three-dimensional geometries
and are designed for direct integration in Reynolds-averaged Navier-Stokes (RANS) codes. For instance, the
Langtry-Menter model has the interesting capability of modeling bypass transition due to the impingement
of wakes from upstream bodies. On the other hand, a drawback of using RANS computations is that they
typically do not resolve the boundary-layer flow to sufficient detail for transition prediction (some researchers
actually couple RANS codes with boundary-layer solvers to obtain clean boundary-layer solutions).
But the main drawback of these correlation-based models is that they do not model the physics of
transition. It is therefore necessary to obtain a large database of transition data to tweak and adjust the
parameters in the model. Since transition is a complex phenomena that is sensitive to details of the boundarylayer flow, this is potentially a never-ending process. For instance, the Langtry-Menter model does not yet
predict transition due to boundary-layer crossflow.
The second class of simplified transition methods are based on various approximations to linearized
stability theory, and therefore contain at least some physics modeling. Of these, there are two categories,
the envelope and individual mode tracking methods. Envelope methods only model the set of maximum
n-factors at each location along the boundary layer (see Figure 5). Mode tracking methods, on the other
hand, model the growth and decay of each wave, resulting in a matrix of temporal frequencies and spacial
wave numbers that are then analyzed to compute the n-factor envelope (see Figure 6).
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Envelope-fitting methods were made popular by Drela with his MSES and XFOIL codes.15 His method
was in turn inspired by the work of Gleyzes et al.16 These first two methods are based on two-dimensional,
incompressible stability data. Extensions have been made to compressible and three-dimensional flows by
Sturdza17 and by NASA in the MATTC program.18 A fundamental limitation of envelope-modeling methods
is that the behavior of the n-factor envelope can be much more complex than the behavior of each individual
mode. For an example, see Figure 7 where the envelope shape is not directly related to the local physics in
the boundary layer. The envelope model in that example had some unsavory ad-hoc terms added in order
to match this and related cases, but it does not work so well in general.17
Envelope-method databases or fits are typically generated using self-similar boundary layers and for those
they work very well. When the boundary layer being analyzed departs from similarity, the envelope methods
develop errors as described in detail by Dini et al.19 and illustrated in Figure 8. Adding sufficient data to
account for the characteristics of non-similar boundary layers, argue Dini et al., requires about as much work
as generating fits to individual modes instead of fits to envelopes. Fitting individual modes, even if those
fits are still based on self-similar boundary layers, eliminates this error.
The literature is littered with different mode-fitting methods. Interestingly, one of the early methods
was developed by Arnal in the 1980s20 and took advantage of the relatively simple shape of each mode. It
has since become known as the “parabola method” since each mode is modeled as two half-parabolas joined
at the point of maximum amplification. The parameters used to generate the parabolas are represented by
simple algebraic relations based on linear stability results computed on self-similar flows.
Perhaps the earliest fitting method is due to Gaster in 1977.21 It has been updated over the years by
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Gaster himself22 and by Langlois et al.23 to model compressible flows and crossflow transition, and by Dini
et al.19 to handle separation bubbles. Gaster noticed that contours on the typical “thumb” stability plots
of modal growth rates as a function of frequency and Reynolds number were always smooth. He embarked
on fitting those contours for a number of shape factors from the Falkner-Skan family of self-similar profiles.
For the fit, he used a specially-chosen ratio of Padé polynomials and solved for the coefficients using a grid
of data sampled from the amplification ratio contours.
Other mode-fitting methods for two-dimensional Tollmien-Schlichting models are due to Stock and Degenhart24 and Drela.25 Crossflow modes in incompressible flows were modeled by Dagenhart26 and Casalis
and Arnal.27 Methods that account for both crossflow and Tollmien-Schlichting include the works of Langlois et al.,23 Perraud et al.,20 Crouch et al.28 and RATTraP29 (which combines an improved version of the
Dagenhart method with Drela’s 2003 method). A three-parameter method for jet flows by Fuller et al. is
interesting.30 It seems to be one of the first to apply general multi-dimensional fitting techniques, in this
case neural networks, instead of relying on algebraic equations, simple functional forms, or tables or splines
of ordered data.
Most of these prior works are limited to incompressible flows, although some of the later variants and
extensions have been adapted to work for transonic flows. And nearly all of the methods rely on self-similar
boundary layers to simplify the creation of the fits or databases. Similarity solutions allow full control
over the independent variables so, for instance, the data can be arranged to lie on a Cartesian grid and
be easily splined.19 While similarity solutions may span reasonable profile shapes for incompressible, twodimensional flows, they are not applicable to compressible flows where exact self-similar solutions do not
exist. And further, in three dimensions, crossflow velocity profiles can have complex shapes that may not
be satisfactorily represented by a family of self-similar boundary-layers. Therefore, for three-dimensional
compressible flows, limiting the database generation to self-similar solutions is not desirable.
Consequently, our method does not rely on self-similar boundary layers to create the database. It will
accept similar and non-similar boundary layers alike. This is actually the simpler approach to building or
extending the database. Creating a set of similar boundary layers is not a trivial process, but running a
boundary-layer code on a set of wing geometries is a familiar task that can be accomplished with available
tools. The catch is that allowing non-similar boundary layers means that the database-building tools need
to be able to interpolate between large numbers of scattered data points in multiple dimensions.
In many ways, our method has most in common with the Boeing-proprietary method of Crouch et al.28
Both methods use general multi-dimensional fitting techniques that ease the database generation procedure.
But more importantly, both methods model individual Tollmien-Schlichting and crossflow modes using actual
points along the velocity and (in our case) temperature profiles instead of using just integrated boundarylayer parameters as in all the other prior art. This is an important distinction because integrated quantities
do not always describe the boundary layer with sufficient accuracy, and therefore the success of the method
will depend on the imprecise science of choosing these parameters. For example, Stock and Dagenhart found
that shape factor alone is not a sufficient descriptor of the streamwise Falkner-Skan velocity profile and
suggested a weighted shape factor that is a better measure of near-wall curvature in the velocity profile.
This parameter choice is reasonable when modeling Tollmien-Schlichting modes that are primarily viscous
instabilities, but it may not be the best choice for modeling inflectional instabilities. The basic premise
behind our approach (and we assume Crouch et al.’s as well) is to duplicate as closely as possible the inputs
used by the eigenvalue problem of LST in order to maximize the the ability to accurately model LST results
(compare Figures 4 and 6).
On the other hand, there are a number of differences between the two methods. For instance, the method
of Crouch et al. is only implemented for incompressible flows, with the expectation that the data is still
applicable up to the transonic regime (but certainly not for supersonic flows). Moreover, Crouch et al. follow
the historical trend of using self-similar velocity profiles from the Falkner-Skan-Cooke family. It is unclear if
this is a limitation of their method, or just a choice made purely for convenience.
Probably the most important distinction between our method and that of Crouch et al. (and indeed
all the other previous techniques) is that we have developed tools that enable the end-user to update the
database. A user with access to a linear stability code can create or extend the database in a straightforward
manner. Crucially, our method does not require special care to create boundary layers with certain qualities
or properties; merely adding data from real boundary layers on geometries of interest suffices. Our method
will even inform the user when it is asked to analyze a boundary layer that lies too far from the existing
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data, prompting the user to extend the database.
Since we are not restricted to similarity boundary layers and since we provide a method to automatically
construct fits to arbitrary databases of linear stability data, our method can be adapted for future use and
thereby remain relevant. For instance, our current database does not contain data with boundary-layer
suction, but those could be added simply by running such cases in LASTRAC without any changes to the
database construction or fitting methods.

III.

Database Generation

The fitting process begins with the construction of a growth-rate database which contains representative
boundary layer profiles and linear-stability results, such as growth rates of Tollmien-Schlichting (TS) and
stationary crossflow (CF) modes. We emphasize that, in contrast to previous work, our database is not
restricted to similarity boundary layers or other special boundary layers. The most important feature of
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Figure 9. Examples of representative cases for the database.
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9

our approach is that we have developed an algorithm that can sift through a large quantity of growth-rate
data and adaptively and automatically select the most important data from which a fit is then automatically
constructed and calibrated. These key features enable users of our transition prediction tool to extend and
modify the database to suit their application.
For our database, we selected representative airfoil sections (examples of which are shown in Figure 9(a)).
They were analyzed at flight conditions and sweep angles of interest to generate growth-rate data. These geometries were analyzed using the Cartesian Euler code Cart3D,31–33 followed by a sweep-taper boundary-layer
analysis.17, 34 We varied the angle of attack and Mach number to generate a range of pressure distributions,
containing favorable gradients, adverse gradients, and flat rooftops, as shown in Figure 9(b). The motivation
was to try to ensure that the database contains the types of boundary layers that will be encountered during
the process of conceptual design. Although, to save time, we only ran infinite-swept wing geometries, the
basic method is not limited to those cases. Fully three-dimensional geometries can be analyzed and run with
LASTRAC. It makes no difference to the database processing scheme, it just takes more effort to set up and
run three-dimensional cases using LASTRAC.

IV.

Fitting Technique

In this section, we describe our methodology for constructing machine-learning fits to the growth-rate
data in the database. We use Kriging, also called Gaussian Process Regression, for our fitting method. One
interesting feature of Kriging is that it is possible to calculate an estimate of interpolation error, or in other
words, a confidence interval. This data can be used to inform the user when a particular analysis is pushing
the limits of the available database and a database extension is appropriate.
The number of growth-rate data points in our example database is very large, numbering about 180,000
for the Tollmien-Schlichting data and far too many for a standard Kriging model. Therefore, we developed
an innovative adaptive technique to select the most important data points, construct the fit using only these
data, and automatically calibrate the fit.
We found that the crossflow fit is tolerant to using integrated boundary-layer parameters as inputs, but
our method will accept more input parameters, including points on the boundary-layer profiles. On the
other hand, Tollmien-Schlichting fits require the more detailed input parameters for accuracy. We describe
the crossflow fitting technique in more detail first, followed by the Tollmien-Schlichting methodology.
A.

Crossflow Modeling

Since we are only interested in stationary crossflow, the temporal frequency for all waves of interest is zero,
and such waves are characterized by a wave number alone. We simplify the modeling by neglecting the effect
of the streamwise velocity profile. Further, we attempt to characterize temperature and velocity profiles
using a few integral quantities. The characterization of the crossflow velocity profile is shown in Figure 10.
The inputs to the fit are thus the dimensionless spanwise wave number β, crossflow Reynolds number Rcf ,

crossflow Reynolds number =
crossflow shape factor =

ρew max δcf
µe
ymax

δcf
w max
crossflow velocity ratio =
Ue
δcf
w max
ymax
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Figure 10. Crossflow velocity profile.
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the crossflow shape factor Hcf , the crossflow velocity ratio wmax /ue , and the wall-to-external temperature
ratio Tw /Te . The local dimensionless growth rate, −αi is modeled as −α̂i , given by


wmax Tw
,
.
(1)
−α̂i = f β, Rcf , Hcf ,
ue
Te
We severely reduce the dimensionality of the true input space by using this restricted parameterization of
velocity and temperature profiles. This is accommodated by constructing a smoothing fit which is tolerant of different amplification rates for varied profiles that may get mapped to very similar inputs. This
parameterization yields fits that are much more accurate than existing ones, but is still restrictive in some
situations.
For the regression, we choose a squared exponential covariance function to obtain a smooth predictor.
The covariance function uses Euclidean distance with different length scales for each input dimension. We
use a type-II marginal likelihood estimation to optimize these length scales, as well as the prior variance of
the Gaussian process. The prior mean is constrained to be zero so that the fit predicts zero amplification for
inputs that are very far from all existing data. See Rasmussen and Williams35 for details of these procedures.
Using similar procedures, we also generate a fit to the neutral point, or the streamwise location where the
instabilities start to grow. This is modeled as a function of dimensionless spanwise wave number, crossflow
Reynolds number, crossflow velocity ratio, and temperature ratio. The neutral point model for each mode
is given by


wmax Tw
,
.
(2)
xi0 = f β, Rcf , Hcf ,
ue
Te
Although in this first implementation we use a few boundary-layer parameters to describe the velocity
and temperature profiles, it is not a limitation of our technique. We plan on updating the crossflow fit using
a more detailed description of the boundary-layer profiles in a manner similar to the Tollmien-Schlichting fit
described below.
B.

Tollmien-Schlichting Modeling

In the case of Tollmien-Schlichting waves, we resort to a more sophisticated approach, similar to that followed
by Crouch et al.28 For input parameters, instead of using integral quantities as in the preceding section, we
use properties at several points on the local boundary-layer profile. Since the construction and calibration of
the fit is automated, the large number of input parameters does not adversely affect this process. Needless
to say, as the number of inputs increases, there is the concern that a huge amount of data might be needed
to learn the underlying process. The hope is that the effective number of dimensions is somewhat smaller,
and that the boundary-layer profiles of interest lie in a smaller subspace, rendering the modeling tractable.
In addition to dimensionless frequency ω and wave number β, We choose the following inputs for TollmienSchlichting modeling: five equally-spaced points on the streamwise and crossflow velocity profiles, uV1 and uV2 ;

Figure 11. Inputs used for Tollmien-Schlichting modeling.
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the temperatures at the same points (normalized by the boundary-layer edge value) TTe ; Reynolds number
Rex ; local Mach number M ; and the angle between the reference axis and the external streamline θ. These
are depicted in Figure 11. The local dimensionless growth rate, −αi is modeled as −α̂i , given by


p
u1 u2 T
,
,
.
(3)
−α̂i = f ω, β, Rex , M, θ,
V V Te
The type of Kriging model and the calibration method used is the same as that for the crossflow fit. We
do not build a separate neutral-point model because the large amount of data is sufficient for the fit to make
good predictions of initial growth rate. Setting the prior mean to zero means that the fit correctly predicts
zero growth rate very far from existing data, which includes the regions ahead of the neutral point.
C.

Choosing Relevant Data

From LASTRAC evaluations on the representative geometries discussed above in §III, nearly 180,000 local
growth rate values were obtained. Incorporating them all into a single Kriging fit is intractable. Therefore,
we partition the data based on temporal frequency, and construct multiple data fits, one per partition. This
still leaves about 30,000 data points per fit. We therefore use a greedy algorithm to select the most important
points for the fit. The algorithm adds one point at a time, and then evaluates the updated fit on all the
points that remain excluded from the fit. Of these, it selects the point where the fit has the greatest error,
adding that point to the fit. The procedure is then repeated until a termination criteria is met.
For our example database, the algorithm is set to terminate when 90% of the data is predicted accurate
to a specified tolerance. The tolerance itself is chosen to be 10% of the median absolute growth rate in
the entire unpartitioned data set. The goal of this algorithm is to select a subset of the points that yield
the most information. The progress of this algorithm on the largest partition of the data set is shown in
Figure 12. By adding less than 10% of the available data, the overall error everywhere in the data set is
reduced to the desired threshold. This suggests that even though the dimensionality and size of the initial
database appears prohibitively large, there exist trends that are learnable.

Figure 12. Progress of the adaptive algorithm for adding informative data.

D.

Computing the n-factor Envelope

We use the fits described above to estimate the growth rates of multiple modes of varying spanwise wavelength
(and in the case of TS waves, temporal frequency as well). These quantities are chosen to be at regularly
spaced intervals over the range of values in the database. The estimated growth rate α̂i (x) of the ith mode,
can be integrated to compute the n-factor curve for that mode:
Z x
ni (x) =
−α̂i (x0 )dx0 .
(4)
x0
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The overall n-factor envelope can then be computed by taking the maximum n of the individual amplified
modes for all locations x. Since only a finite discrete number of modes are analyzed, the envelope calculated
in this manner will be non-smooth. The actual smooth envelope curve would only be obtained in the limit
of infinite discrete modes. To compute an estimate of the smooth envelope, a soft-max36 formula can be
applied to the finite discrete-mode data.

V.

Results

We present comparisons with LASTRAC and with a previous rapid transition prediction method, the
parametric fit method developed by Sturdza.17 These fits were constructed by hand-tuning the incompressibledata formulas of Drela,15 Dagenhart,26 and others. The fits were tuned for supersonic flow and therefore do
not perform so well for these transonic test cases (particularly the crossflow fits). There is no simple method
to extend their applicability to these flight regimes.
The Kriging-based fits are tested as follows: a new fit is constructed by omitting all the data from one
entire boundary layer in the data set. Then that fit is evaluated at all the stations on that omitted boundary
layer. This is done for each of the boundary layers in the data set, and we present a few of the results here.
Comparisons for crossflow and Tollmien-Schlichting instabilities are presented in Figure 13 and Figure 14
respectively. In these figures, the previous parametric fit is shown in red, the new fit in blue, and the multiple

Figure 13. Crossflow results comparing LASTRAC calculations with n-factor envelopes computed with the
present method and an older17 envelope-fitting method.

Figure 14. Tollmien-Schlichting results comparing LASTRAC calculations with envelopes computed with the
present method an an older17 envelope-fitting method.
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Figure 15. Crossflow results comparing LASTRAC and the present method on individual modes.

Figure 16. Tollmien-Schlichting results comparing LASTRAC and the present method on individual modes.

Figure 17. Confidence measure of Tollmien-Schlichting results for a particular analysis. The gray shaded
regions denote the error estimate for each n-factor curve.
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modes computed by LASTRAC are shown as gray dashed lines.
Individual mode data are presented in Figure 15 and Figure 16. The individual crossflow modes match
LASTRAC reasonably well. But remember that our crossflow fit still uses a reduced number of parameters
to describe boundary-layer profiles. The more sophisticated Tollmien-Schlichting fits yield more interesting
results. As can be seen in Figure 16, the individual n-factor curves are quite accurate considering that this
data was not used to construct that corresponding fit.
In addition to growth-rate predictions, the fitting method also yields error estimates for those predictions.
See Figure 17 for an example. This estimate, which can also be viewed as a measure of confidence in the
fit, can be used to prompt the user to add pertinent cases to the database. A more ambitious use of the
confidence estimate is to employ a multifidelity optimization technique to automatically call for high-fidelity
results and fill-in the database where errors are expected to be large.

VI.

Conclusion

We believe that laminar flow is one of the most promising future technologies for improving aircraft
efficiency and decreasing climate impact. To take advantage of this potential, we claim that one important
requirement is the ability to predict transition at the conceptual design stage, and ideally to perform aerodynamic shape optimization and multidisciplinary optimization while including transition prediction. To
provide this capability, our extensible, rapid and robust transition prediction method can be integrated with
relatively simple boundary-layer codes for use in low-fidelity aircraft conceptual design tools, or integrated
with higher fidelity aerodynamic analyses such as Euler-boundary layer (e.g. Cart3D-IBL) or Navier-Stokes
solvers. Because our method is automatic and robust, it is suited for numerical optimization. And because
it has an extensible database, it is suited to future aircraft designs without being hindered by an inadequate
preexisting database of boundary-layer stability data.
The method uses a large collection of linear-stability growth-rate results. It differs from previous methods
in a few ways. Firstly, it does not contain closed-form formulas or splines of ordered data. It is also calibrated
automatically, permitting a large number of input parameters. Secondly, it is not restricted to incompressible
flows, similarity boundary layers or similar tricks that serve to simplify the database creation but limit its
applicability. Thirdly, the database can be extended and modified depending on the application at hand.
This is the most significant advantage over all previous methods, which cannot be extended to different flight
regimes or flow conditions in any simple manner. In fact, our method will present the user with an accuracy
confidence measure that will make it clear when the analysis at hand is well represented by the database, or
whether the database should be extended.
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